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1 Introduction

1.1 About this note
KRELFESHEEIMA GRALESIBCARERY AL RIS AT DUFE Bilibili #1
YouTube EXWE, HFTERAT]FE GitHub G FEH$RE],

BANEICIEIRE 1 o TdH, BBl S PRIEAESI AR, RETZINF 45
A SRR A, M ERATECE M, Fhga AR S,

ST RPN ER Y
OF 1014

Basic Concepts = Bellman Equation — Bellman Optimality Equation

@ TkI5ik

Dynamic Programming — Monte Carlo - Temporal-Difference

® PRELEIL

Stochastic Approximation — Value Function Approximation

@ SREE AL

Policy Gradient — Actor-Critic

Algorithms/Methods

. . Chapter 6:

Chapter 4 with model Chapter 5: .

Value Iteration & o Monte Carlo S
Policy Iteration e thontnodel Methods Sefelrar L

Chapter 7:
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P Chapter 2: o Methods

Bellman Optimality el e B e

Equation

function representation
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policy-based
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Kl 1 Roadmap of Reinforcement Learning (Source: BookMap.png)

1 Zhao, S. Mathematical Foundations of Reinforcement Learning. Springer Press, 2025
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https://space.bilibili.com/2044042934
https://www.youtube.com/channel/UCztGtS5YYiNv8x3pj9hLVgg/playlists
https://github.com/MathFoundationRL/Book-Mathematical-Foundation-of-Reinforcement-Learning
https://github.com/MathFoundationRL/Book-Mathematical-Foundation-of-Reinforcement-Learning
https://github.com/MathFoundationRL/Book-Mathematical-Foundation-of-Reinforcement-Learning/blob/main/Readme_Images/BookMap.png
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1.2 Other study materials
bR 7R R Z A IRIE ZSb, A — 3R EER A 2 S B U
P
- Sutton & Barto, Reinforcement Learning: An Introduction
HESIIIRA “XET, NERH, EERAF S,
GitHub WiH

- WalkinglLabs, Hands-On Modern RL
N B (22 STEIIAR LLM 55 Agentic RL FIFIREGE,
oREHICHE S, RIS LRSS,
» CleanRL, Clean Implementation of RL Algorithms
fm R TR R A A S B s, ARa i B2 TR BE,
JEH¥ > DQN, PPO. SAC FHEEMFERE TSI,
ZULRRE
« 22735 — National Taiwan University
» BB KX ET (1-5%)
R YRR SR EEARE S, & EWEE T BEWIA,
» REBILE A, 2018
RERIE SRR, s PPO. DQN. Actor-Critic ZEEAHE 1,
EEERAME R EE—PES,
« David Silver, Reinforcement Learning
SRAEAE S) USRI BE R TR, EET Sutton FEILER,
HERT R EE
« CS285, Deep Reinforcement Learning — Sergey Levine, UC Berkeley

IR 5L 22 STER RS, % Imitation Learning, Model-based RL, Offline RL ZFH%,
ISR DON, Policy Gradient, Actor-Critic B EFYS,


http://incompleteideas.net/book/RLbook2020.pdf
http://incompleteideas.net/book/RLbook2020.pdf
https://github.com/walkinglabs/hands-on-modern-rl
https://github.com/walkinglabs/hands-on-modern-rl
https://github.com/vwxyzjn/cleanrl
https://github.com/vwxyzjn/cleanrl
https://youtu.be/XWukX-ayIrs?si=iINM06hMJBa-ZsFw
https://youtube.com/playlist?list=PLJV_el3uVTsODxQFgzMzPLa16h6B8kWM_&si=uXz0EKRvIkD8QeIz
https://davidstarsilver.wordpress.com/teaching/
https://davidstarsilver.wordpress.com/teaching/
https://www.youtube.com/playlist?list=PLKq1TCpsv3Y4
https://www.youtube.com/playlist?list=PLKq1TCpsv3Y4
https://www.youtube.com/playlist?list=PLKq1TCpsv3Y4
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2 Basic Concepts

2.1 Markov Decision Process (MDP)

’_' Agent l

state reward action
S, R, A,
Rt+1 (

ot .
< Environment |=

\,

¥l 2 The agent-environment interaction in a Markov decision process
(Source: Sutton & Barto)
LyRAJRRKIEHE (MDP) 2o b > R BARESE, s e S A A B AR AN ] 2 Fhs:
BREAMIE L BIIRES s, WEBESNE o, BRI r,  HEBEFIINGS s, ,, WIHE
INMEE, WIS —BHUE (trajectory), @ {sq,aq,1,81,a1,T2, o BN ELFEMRL T —
4 MDP,

& X 2.1.1 (Markov Decision Process)
Hy/RA R RS FE AT AR Fotéd
M= (S,A,P,R,7) (1)

Hr:

o S RAEAE;

. A BNEZS(A;

« P(s'| s,a): IRSHBHE;
* R(s,a): hREL;

« y€10,1): AT

MDP M =& 4K :
« M — Markov Property (Zy/Rna]FPh)5R)
TRATRPEFIHR “TCIIetE”: KK G H/RAS s, FIENE o, X, SHETR, W
P(Sii1 | gy 84y sag, So) = D(Ses1 | @y, 8t) (2)
P(regr | @yy Spy s g, So) = D(Tes1 | agy 84) (3)

W2 bt, N —NZIIRSFIRI RBR T B HIRES s, SGE01E a,, BRI REIERTDAE
F—IE s, CHZRRMFTRIEEE R XIER LUTHTIRESEBRGIE P(s" | 5,a) Y
JR A

- D — Policy %)


http://incompleteideas.net/book/RLbook2020.pdf
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R 2 RERBIAT AN . RS s NIEFEENME o PIMERN n(a | 5), WREH LM
> m(a|s) =1 HRNEERDN 1, NBAVIEMNERNEE (deterministic policy),

« P — Sets & Probability Distributions CIR&AHE S S5HEHR010)
REHES (Sets)

» State IRE: s €S, MINRIHIR, BURIIKIE,
» Action A1k a € A, EEEAKA] DAREAIIT A,
» Reward &jili: r ¢ R, INRAHIIRERR, BENEIITIR,

%31 (Probability Distributions)

» IRBHFEMEER: p(s’ | 5,0), TEIRE s TRBENE o 5, BREFIRE s HIBEER,
» BIIBER: p(r| s,a), TERES s FREGME o 5, IS0 r BIMEZ,

gx b, —N5EEEN MDP AliE N FUCA (S, A, P, R, ), HH P FRRIREEBIER, R FREH
BRI%K
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3 Bellman Equation

3.1 State Value
eSSy (I MNEZ2572 7 BUI
Ay Apr Atz
Sy — (Rit15Sp41) — (Rigas Spi2) — (Ryygs o) (4)

BHAFRERE — S Discounted Return, BIMEFTINZ] ¢ FHaR, ASKFrA RIBIRHTHIHI:

£ X 3.1.1 (Discounted Return) S

Gy =Ry +7Rys + VP Ryys + - (5)

« v € [0, 1] i APrHIE ¥ (Discount Factor) .
o G, HRE—NBENZRE, FA R, 1, Ry, ... BLEHEIHIE R,
o BEAE IR B Y AN 2 ORI, HAE XL 1,4, 42, ... B,

L J

& — trajectory , HAEMRES S, # N —MrNEIR G, WE 3 AR,

Action Action

v v
Reward Reward
Ti Tit1
Go=ri+ar2 +7°rs +... Gi=ro+rs+v2rs+...

¥l 3 Discounted Return G, in a trajectory

%E X 3.1.2 (State Value) §

State Value & X NTEIRES s T, $%HREME » ATOSRATS 20T HIEIER G, RUEAEEME, AP
Un(s) = E[G, | S; = s (6)

o BRFTIRE s R, ER— 153 (Conditional Expectation) , 23R
FMNIRES s HR.

« EAHTERIE (Policy) . X T RIEMNE, KASWE (State Value) RIBERIF,

 BERERDIRER D7 (Value), IRSIMMEBCK, BEHE MZIRESH L REFIRGH
) (Cumulative Rewards) @K, [R5 I I8 & k4T,

3.1.1 Discounted Return vs. State Value

« Discounted Return: 7EIRZ s T, 2R NHEHILBRREIN G, {H,
- State Value: 7EIRA s T, WIRAZLEZ N ATREMIFNIE, MIDWIXLEE % . Discounted Return
A HHEEE,
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3.2 Derivation of the Bellman Equation

3.2.1 Derivation
HARETNER G, 7R A2 S 0 0 a2 Rl B iR -
Gy = Ry +7Gia (7)
RN State Value 1€ X, FI AL :
Vp(s) = E[Gy | S, = $]
=E[Ry,; | S, =] +1E[G,1 | S; = 3]
T AR R,
o HW SRR
MIRZS s Hi%k, 12K o REEANTE, ARy

E[R;y, | Sy =s] = ZW(G | s)r(s,a) 9)

a

H r(s,a) =E[Ry,, | S; = 5, A, = o] BRIENE o JGRITFIIRE) GERBIZFER, NWERZ
IIED o

o S RR IR AR
HE/RAPRIERR, Gy, RS N —MNZIFRE S, A, 5 S, Bk, Kt

E[Gy1 | Sy =] = Zﬁ(a | S)ZP(SI | 5,0)E[Gyyy | Sy = 5]

(10)
=Y w(als)d (s | 5,0)vn)
;H\:EPE%EIAQ})J;‘)EHEUT State Value E"]i)‘( 'Uﬂ.(sf) = E[Gf,+1 | St+1 = Sl]o
3.2.2 Bellman Equation
KPR, GIFRIS:
SHERERA 5, IRASHME v, ) W2
Up(s) = Zﬁ(a | s)|r(s,a)+ ’YZP(S’ | 8,8) V(1) (11)

EE—THBME (self-consistent equation) : ARHIE v, IR HIIES MM, RE s B
EW RN EEIRSMMERNIINA S, XIEZ3IS8MN “HEERnEE" EARAE,

3.2.3 Matrix-Vector Form CEFE-&IER)
BTEIRASH Bellman FREEfE—k, RIS RHER:
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it 3.2.1.1 GHFFEX (Matrix-Vector Form) )
Bellman 7] AS N K ZERFEREE A

Hrp:

NP ,m " OB R
"R R, ) = 5. (o | s)r(s,a);

* Tr = Ta(sy) - @

.Pﬁﬁ*%@ﬁ@ [] za(|s>(|s a)o

SIRSECE IR, AT DT K i
= (]I - fyPﬂ')ilr'/r (13)
LIRSBURZ NAERE S RE AR 1T, FREMIERIERME, XREESE TN,
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4 Policy Gradient

SR ST EARTCAER A 6 R I P AR 8] — AN AT 89 Rk (P R S M8 ) o, Z R TR
DEERERETE (Value-based Method) :

1. Jci##1T Policy Evaluation, RI%ESPIRASMMENREL v, (s) BEMEIMEREL g, (s, a)o

2. ARG EHHT Policy Improvement, FEanfs A 200 SRIE SRR _E AR BT SRR S 5L,

3. TR LIAMAMPIE, HEIRIKILEL

FMERERLS (40 DON) A] DACHFEEI RS R, S EGIRSHIsR L E S R, EX T ES:
SN2 RIASRAL S ST AL, (EREOT RS N0 T RIONEESEh R R, SIfERTEE
RICIRAY, TCikGE a2 A R B D BT ETTFAY, max,, Q(s',a’;07) LIkl
o RUE R DOEIE N a2 W T R B s e I A 2 MR O™ IX AN AL, (ESRRRECRIF A
HAH,

A2, RBE A DAE PO ER BT, BRRIARR 1 (als) TE? BREHEN, X2 R
JE771 (Policy Gradient Method) AYR%CMEAE,

4.1 Algorithm

o RMARIE? TEsRI E ST, SRS R — LT R, TRPIRASI R SRR A, Rk
RIEH bR B — MR LR, SSELTIRGE T, AREIARRENS R R H B2,

o« RS 1 RARIERFRE, WRTREBREAMEDREE, NNZORIS R R IR,

o HRMG m RATREIE RN, AR e RAMIE MrEIHfEbR  (scalar metric), N
TR 2 B A

BAMEAZE ZARBIY N 7y (als) RITRRME, Hb 6 BRIGHIS L, IXPEAELFHITZILRE
RENS AL BESLINS 2 RIAESL SRS IR A, 1% 1 SRl i DA I 22 gL g ) EARR AL (k.
FMgZE0, Mmts 2R IR,

RISV

1. EX—MREINTEIR J(0), B2 m, FIREL
2. HHEIZIBMRIIEEE V,J(0),
3. WIS FEE EAERIUERIE S5 0:

Orp1 =0, +aVyJ(0,) (14)
4.2 Metrics to define optimal policies

PPOERR J(6) A BRSO ERBAVIIRME, el DUZSEMEREARHAREE, a8 SR
BEPEREAR SR BIFERR.  1E S B PR TR A A

- average state value:

J(e) = IEsrvd,r [UW(S)]
=E [i YRy 44
t=0

FORERME « N, BREAVI N IRESRIRER AN d,, T o, (s) BIRES s BITEREL, %15
PRETER TSRS © T, BREAERTE AT REIRS RIS R I E,

+ average one-step reward:

(15)
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J(0) =Eq g [rr(s)]

= lim lIEJ iRHk (16)
n—oo N, et
RMERME o N, BRI MRSIER N d,, T
re(s) =Y w(a|s)r(s,a)=> > w(a|s)-r-p(r|s,a) (17)

acA acA T

IR s T, ERMAERIENE o JFIRSRIRIIN RN HIEE, Zfabrfi g 7 ERK « F, &
REMRAERTA FTREIRZS AR ERIG A - 13 R 22050 .

B b R 1580 R 16 XFEMHFEAR: X 15 FEMERIHERIZE, M X 16 32 R
B0l {H2 —HEEEE EREO, R HA BRI AT DO BN S r A RE(E SR -5, B
A 22 5l ) S 2R Bt mT DAY KA SRR S R, FESEPRMN AR, n] DR IR ELAA Al i
KIEREIERIPE R,

4.3 Gradients of the metrics

bR J(0) Xt 0 RSO B NEIR: K mp(a | s) BRARIT 0, MRS d, HRIEE

E— RG22, ISRV R thRE 2, J5& 2 PR d, = d,. B, B, Xt 0 BRI
DK, ERAT J(0) REZBE] “WIK Vod,” HIRNE,

RETSIEIT Vod,, RARIGAR S K G? BREAILL, K NN SEETS (log-derivative
trick), HIFERIEN:

Vomg(a | s)
Volnmy(a | s) = —;e(ea( | L)

Bl Vomg(a | s) =mpla | s)Volnmy(a | s)o XNHFRBLLEN, HZBANRIBEETTIENESA:
o BERMEE my(a | s) > 0 [HML, EEEHEZ M softmax fith=:
___exp(h(s,a,0))
ol 8) = S e (s, @, 0))
H (s, a,0) AWML HT logit; ZESLANTEZS B AT H SRS GME. 77 Z M) . W
B RUEMEZRH IE
« BRI Y 7o(a | s) = 1% 0 RFAIF

Zvﬂe(a | s)=0 (20)

(18)

(19)

Bl R R MBI o BEZ /D, B ga H s fERN B 2D HESHEHREHEZZ

%Iﬁo
o« BT BERAIBEE” BF N R SN BERREEE AR, TTTR] DAE 7y V) In 7,y BOEXT S
TERVHASErR, 1S 2 T RAREPIRITE
FEMEELA |, SRMEHREE TS 1 J(0) BRI fRTE F0A
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XSRS ETEIR X 15 55— 2 %00 X 16, 4 mp(a | s) X 6 AIGEINS, B
VoJ () AIG—5 L

Vol (0) =Y dn(s))_mola | s)Volnm(a | 5)ar(s,a) (21)

BEMHIAEE A
VGJ(H) = ]Es~d.,r,a~71'9 [VG In 71',9(@ | 5)(]71-(5, a)] (22)

Hrb g, (s, a) NEFETEIRA B AISIENER L, ARHEFRT, BRERIARIZERNRET
¢, MBEEREG 15 0 TXRIFERET (rfEeh =), SEeE_ETa75E,

Y

XN ERRCHE AE T, ESEMARHE V o d, — IR 0 BB ARFE I S 0E
KT HEFEER: 20—V NMs), EER - eRIT, SEhTRTEd, =d, P,
SEERAEEX, RS MR 2T RBOESNENE ¢, (s, a) (TS,

EERR: N FIRS-BNEN (s,a), Volnmy(a | s) BHESEEERIHIE R my(a | s) BI77TH], BEE
ETHEZENENE ¢, (s, o) BZTTRNIR——MER B ESSES, MHMERRIZERIEI; JNER
IE d (s) MILEE VI RIARESMESEHAAL . BEARBORURIEMER B M “Za01E” Bl “4FahE”,
4.4 REINFORCE

SR B S B T EIE K, (BAARTCR AR R, EOVEAP AN ARAE : RS2
d, GABERIRAINARITS) SaENE ¢, OXIEREREBUTTEEZAIRINR) . HlasSTHIbR
X O RALBEIE : A SKIASE, TR RAE— A, FAREARE R AR, X — D RO

R

1. KA SEEMIBER? U S F AT —— AR d, L. R mp SORE, REARHOS
Ta U R R T d, x 70

2. g (50, a,) BOKEH? M (s,,a,) HEIFRE—EL, FIESIRIERRAM
FREA (s,, a,) SEBMERTE ,(s,, a,) FON, FESIBEHLBERE b7 ERT
0,1 =0, +aVylnmy(a, | s,)q(s;,a,) (23)
HHf o WESIR, o (RRMGHTTR, SHRRIEE:
. SRR (MC) : 55— episode %550, M (s, a,) &K ELSF DB

G, = ’YkilRHk (24)

YER (s, a,)0 B2 q.(s,,a,) BTG, I35 REINFORCE &%,
- WFEZS (TD) : HBE2HTTA AT g, Tt Actor-Critic 2K757%, HHEFLLFET N,

HTREARIARE AT E T HILHE, BEYERE LA “FmE" S8 EF. REINFORCE HJA
LNV

1. VGRS 6,

2. ﬁﬁ%ﬁﬁ%% Ty }‘)\?ﬂﬁéjﬁ?&%%ﬁ#%%?g@'—[‘j@ $0,405,71,51,Q1,72y -3 S7_1,1_1,TT0

3. Mt=0,1,..,T—1: HHEEK G, & EXEHSE

10
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4. [MFEIZE 2 2, HEHIGIRISESRE, EEERIREL
REINFORCE LB S
« On-policy. BEFHIB T FEARLTARM YT 7y, PULKERIE EHmIEE, KibG—50Hr
FHBRISERTCRAE; A MC A BB LS 1A GBS 8, Toikig TD AL ELY
o WST7E, LR G, BIR TEKPBIBENLE, FERK, TERINIESIR, FERHE
EZFRZWELL (baseline) b(s,):
0t+1 =0, +aVylnmy(a, | 5,)(G, —b(s,)) (25)
H% b(s,) GEMETCR, BERLMAZ HH A . I — b fESEX >, Vomgla|s)=0 Gl

K E,r,[Volnmg(a | 5)b(s)] = 0; HEIEN b(s), WARESNE v, (s), REREFRRKTTZ, BER
G, — b(s,) RARHAHEE A (s,a) = q,.(s,a) — v, (s) FERRIEMTT

- BESAHMAFH: A Vinr = VI, EHEATNEN

Ct
—C TTplQ S 26
9( . | St) 6 0( t ‘ t) ( )

[l G, BUK, ZshfERIRERpaafmEz (FIH); R n(a, | s,) BUN—2/FB 0% —
[FIRER R A REARRIEE T (RR) . RRSHAE LR B 3h P,

RIS 75 15 E R E RIS 23 (7] il : R T SRS SO, BAE EAAR BTS2 7K
B BRI FHESSNERS R, WE TR AL /4555 R E0ET, REINFORCE 2 F., &iEH
FISRIS R RTE, EImIETT 25, LA TD SUMEML R g, IR 2, BAK T a5t
Actor-Critic B /et A AR H & A

6t+1:6t+a

11
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